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In module 3: Plasma control, we are going to look at the way fusion
scientists get the plasma they want. By measuring multiple plasma parameters and cleverly acting upon these, it is possible to fine-tune the
plasma for optimal fusion conditions. We discuss this topic in-depth for
the plasma temperature, to give us some insight in a science that can
rapidly become complicated.
After reading this module, you will know what control theory is. You
will know how scientists can set the temperature of the fusion plasma.
You will know how diagnostic techniques are categorised, and know a
technique to measure the plasma temperature.

3.1

Introduction
to control
Dealing with instabilities

In module 1, we have seen the steps we take to have
fusion on Earth: we create a high-pressure plasma and
confine it inside a reactor using magnets. The pressure
is achieved by having a high temperature combined with
a relatively low particle density (which is still high for a
plasma, though). We have seen the high pressure causes
instabilities to happen, especially when there is an imbalance between the inward and outward pressure. The
exact origin of instabilities is very complex, and still an
active area of research. Therefore, we will not go into
detail about them in this module.
For now, it is important to know that instabilities reduce
the confinement of the plasma. Eventually, the instabilities let the plasma hit the reactor walls. It is very much
unwanted to have the hot plasma touch the reactor, as
it damages the reactor and causes the plasma to cool
down. If this happens, the plasma will not remain "fusion-able" for very long. Even more, the damaged reactor needs to be stopped for maintenance, which introduces large interruptions in our energy production!
Luckily, fusion scientists have worked (and still are!)
on methods to minimise the instabilities, and maintain
plasma parameters that are optimal for fusion. These
parameters include temperature, particle density, magnetic field, electric field, plasma current, and more. The
methods that maintain these parameters to their optimal values fall into a category of science we call control.
This is the topic of this module. Firstly, we are going to
look at what control is, and how it is used. Secondly, we
look into the different actuators we use in fusion. Lastly,
we discuss the different measurements we can take of a
fusion plasma.
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The control loop

To find out what control is, we take a look at an everyday example: the thermostat. A thermostat is a device
that regulates the temperature in a home. The homeowner sets a temperature which they would like to have
inside their home, this temperature value is called the
reference. The thermostat measures the real-time temperature using a sensor, this temperature is called the
measurement.
Next, the thermostat compares the measurement with
the reference. If the measurement is lower than the reference, the home is too cold, and we want to increase
the temperature. This is done by using an actuator: the
radiator. The thermostat tells the radiator to heat. When
the radiator is activated for some time, the temperature will increase. In this way, the thermostat controls
the temperature. Therefore, the thermostat is called the
controller.
It is necessary that the thermostat continuously controls
the temperature, as the house will cool down, and we do
not want it to become too hot by having the heater on
all the time. Hence, the measurements are taken every
minute (for example), and the heater needs to act ac-

Feedback

ASIDE

The control loop of figure 3.1 has a cyclic shape: the
current home temperature is given back to the thermostat by the sensor. This is an example of feedback:
we "feed" the current temperature back to the thermostat. Feedback is thus used to provide up-to-date information to a controller. The feedback is provided by
a sensor. The controller then uses this information to
instruct the actuator.The feedback information concerns
some physical quantity, and can be the temperature of a
home, the speed of a car, or the height of an airplane, to
just name a few. The use of feedback is absolutely necessary in many applications: imagine not knowing the
height of an airplane when you are trying to land it!
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Classroom Exercise 3.1
(a) Identify (1) the controller, (2) the sensor, and (3) the actuator for the temperature in a refrigerator.
(b) Now do the same for the speed of a car.
(c) Finally, sketch the control loop of the speed of a car like it was done for the
home temperature in figure 3.1.

cordingly. In this way, we can identify a control loop of
the thermostat, see figure 3.1.

The controller

So how does the controller "compare" the measurements
with the reference? Let's again consider the example
of the thermostat. For this controller, we can identify a
simple control scheme as shown in figure 3.2.
The first step is to create an error signal. The error signal is simply the difference between the reference and
the measurement. Often, the measurement is subtracted
from the reference, hence the minus sign in figure 3.2.
For the thermostat, the error signal tells us if the measurement is above or below the reference, simply by its
sign. If the error is negative, the measurement is larger
than the reference (for the thermostat: the home is too
hot). If the error is positive, the measurement is smaller
than the reference (for the thermostat: the home is too
cold).
The actuator is instructed based on the error signal. In
our thermostat example, we use the error signal in a

Figure 3.1. The control loop
of the home temperature. The
thermostat controls the temperature by using the radiator
as an actuator, and using a
sensor to take measurements.
The reference needs to be set
only once for the thermostat
to work.
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very simplistic way, as we look only at its sign. The radiator is then also used simplistically: it is either completely switched on or off. This may lead to some problems. What if the measurement is just slightly below the
reference? We will apply heat, until the measured temperature is too hot, and wait for the home to cool down
again. We will then have a constantly fluctuating home
temperature, instead of it being a steady value. Furthermore, the radiator is used in an energy-inefficient way.
The error signal can also be used in cleverer ways to
instruct the radiator. For example, by activating the radiator proportionally to the error signal: a larger error
signal leads to more heating than a smaller error signal.
The way the error signal is handled, and thus what the
control scheme looks like, is the subject of control theory. This is application-specific, and requires a lot of
mathematics, knowledge, and practice. We explore some
more control schemes in additional exercise 3.2.
reference

measurement

+
error

error > 0

error < 0

Home is too
cold

Home is too
hot

Switch
radiator on

Switch
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Figure 3.2. The control scheme of the home thermostat. The sign of the error signal tells us if the
home is too cold (the error signal is positive), or
too hot (the error signal is negative). Based on this
sign, the radiator is switched on or off.

Control in fusion

Now, let us consider control in fusion. As we mentioned
above, there are multiple plasma parameters that we use
to create the optimal fusion environment. These parameters are also fine-tuned to minimise the instabilities as
much as possible. In this module, we take a look at one
of these parameters: the plasma temperature. Like in the
example of the home thermostat, we identify a control
loop for the plasma temperature, as seen in figure 3.3.
This control loop contains the general control items we
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have seen before: a physical quantity, reference, controller, actuator, and sensor. We have discussed the
general concept of a controller. In chapter 3.2, we take a
look at the most common actuators for the plasma temperature. In chapter 3.3, we delve into the sensors for
the plasma temperature.
Reference
plasma
temperature

Figure 3.3. The control loop
of the plasma temperature.
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Plasma reference temperature
In module 1, we have already discussed that we want to
achieve a high plasma temperature. How high exactly do
we want the plasma temperature? We determine this by
the probability that a fusion reaction takes place when
two nuclei meet, as this probability strongly depends
on the plasma temperature. At low plasma temperature,
the nuclei will most likely bounce off each other as two
colliding billiard balls. Only at high plasma temperature,
the nuclei may fuse. For a deuterium-tritium plasma, the
maximum probability for this is in the range of 120-230
million degrees Celsius (°C). A temperature in this range
will be our reference to control the plasma temperature.
For simplicity, we take the midpoint temperature of 175
million °C.

ASIDE
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If you look this value up on the internet, you may read
temperatures with the unit of electronvolt (eV), which we
have seen before as a unit of energy. In plasma physics,
eV is often used as a unit for temperature, despite that it
might look funny to have a unit of energy being used for
temperature. The conversion rule of temperature from
eV to °C is: 1 eV = 11606 °C. So, a fusion plasma of 175
million °C can also be described as a fusion plasma of
15000 eV, or 15 keV (kilo-electronvolt).

3.2

Heating the
plasma
We know multiple methods to heat a fusion plasma. We
categorise these based on their underlying physics. In
order to do so, let's take a look at some examples that
we know from everyday life.
For starters, there is wave heating. Say we have a bowl
of cold soup. An easy method to heat the soup is to put
the bowl in the microwave oven. The oven sends out
electromagnetic waves towards the soup, which cause
the soup to heat. The waves interact with the water molecules in the soup. This is an example of wave-particle
interaction. In this interaction, electromagnetic waves
give part of their energy to particles (the water molecules), or vice versa. This interaction only takes place
when the wavelength of the waves is of the right size,
which depends on the material we want to heat. Modern-day microwave ovens operate at wavelengths of
approximately 12 cm. We will see that we can heat our
plasma just like we heat the soup. Not in a microwave
oven, but by directing electromagnetic waves to the
plasma, and making use of wave-particle interaction. As
we will see, we need much smaller wavelengths for this
than for the microwave oven.
A second option is injecting hot particles. Once more,
let's consider our cold soup. Another easy way to heat
the soup is by pouring boiling water into it. The soup
will get less tasty, but it will certainly get hot! In general,

Figure 3.4. The three heating
methods applicable to plasmas, a) wave heating, b) injecting hot particles, c) ohmic
heating.

7

ASIDE

Electromagnetic waves
What are electromagnetic waves? In general, a "wave" is
a (periodic) disturbance of some physical quantity, which
moves with a velocity. For example, a water wave is a
variation in the height of the water level. So, an electromagnetic wave is a variation of the electric and magnetic fields. In our story of wave heating, we are mainly
interested in the variation of the electric field. Charged
particles in the electric field will move with the wave, just
like a swimmer moves up and down with a water wave.
We can associate a frequency with the electromagnetic
wave, by counting the number of wave maxima that pass
each second. The frequency determines which particles
can interact with the wave. At higher frequencies, only
electrons interact with the wave. At lower frequencies,
ions interact with the wave.

we can heat stuff by putting hotter stuff in it. Later on,
we will see how this works for plasmas.
Lastly, there's ohmic heating. For this method, we must
abandon our soup, and look at electrical conductors. A
resistive conductor heats up when it carries an electric
current, as we know from the theory of electricity. The
power P dissipated in the conductor is: P = I 2R. Here,
I is the electrical current, and R is the resistance of the
conductor. This effect is seen in old-fashioned tungsten
light bulbs. The tungsten heats up by carrying a current,
such that it is hot enough to start illuminating. We will
see later how we can use the heat generation of electrical currents in our plasma.

Classroom Exercise 3.2
In two of our heating methods, we mentioned the soup example. There is of
course another way to heat soup: by pouring it into a pan, and heating it above a
stove. The heat of the stove is conducted to the pan, and then to the soup. Can we
also use this technique for our fusion plasma?
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Wave heating

Now, let's take a look at how these three heating methods translate to our fusion plasma. Our first heating
method is wave heating. Above, we already saw that it
involves wave-particle interaction. Now, we are going
to look further into this. From module 1, we know that
charged particles (the positive ions, and the electrons)
circle around the magnetic field lines in the plasma, the
so-called gyromotion. We also know that charged particles get accelerated by electric fields. What happens if
we join these concepts, by applying an electric field that
coincides with the gyromotion of a charged particle?
Take a look at figure 3.5. We have a charged particle,
an ion, gyrating around a magnetic field line. We use an
electric field to "push" the ion along its gyromotion: the
field is orientated along the velocity of the ion. This is
shown for three moments in time. The direction of the
electric field is reversed when the ion is at the top of
the figure. If this is not done, the electric field is aimed
against the velocity of the ion, thereby decelerating it
again, and no net acceleration happens. The reversion of
the electric field should make us think of a wave.
This is an example of wave-particle interaction. It is
comparable to pushing a person on a swing: energy is
transferred from the pusher to the person on the swing,
who now reaches a higher altitude. Pushes should be
timed correctly, or the person on the swing decelerates.
In figure 3.5, the magnetic field line is the background
magnetic field from the tokamak. The electric field is
externally applied, by injecting an electromagnetic wave
into the plasma. This wave should have a frequency that
Figure 3.5. Schematic of
wave-particle interaction.
A positively-charged ion
gyrates around a magnetic
field line B (pointing into the
paper), and is accelerated by
an electric field E. The electric
field is changed in time to let
the ion accelerate continuously: E always points in the
same direction as the velocity
of the ion.
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matches the gyromotion of the particle, as we discussed.
The number of gyrations a particle makes per second is
called the gyrofrequency of the particle. This is given by

with q the charge of the particle (its absolute value is
taken to prevent a negative frequency for the electron), B
the magnetic field strength , and m the particle's mass.
As we discussed in module 1, both the positive ions
and the electrons have a gyromotion in the plasma. The
gyromotion of these particles is oriented differently. In
figure 3.5, the ion moves anti-clockwise and an electron
would move clockwise, due to their different signs of
charge. Furthermore, their gyrofrequency differs a lot,
due to a difference in mass (see additional exercise 3.3).
By designing our electromagnetic wave correctly, we can
choose to accelerate either the electrons or the ions. The
heating methods for this are called electron cyclotron
resonance heating (ECRH) and ion cyclotron resonance
heating (ICRH), respectively. In these names, the word
"cyclotron" appears. Cyclotron-motion is an alternative
word for gyromotion. The word "resonance" refers to the
wave-particle interaction.
ECRH heats the electrons. The hot electrons then heat
the rest of the plasma. The advantage of using ECRH is
that we can deposit the energy very locally. This heating
method is often used in control schemes to minimise
instabilities. Its disadvantage is that the electromagnetic
waves cannot propagate through the entire plasma, due
to complicated plasma physics. The energy can thus not
be deposited everywhere we want.
ICRH heats the ions. In the end, we want the ions to fuse
by becoming very hot. This heating method achieves this
directly. The advantage of ICRH is that the wave energy
can be deposited wherever we want. The disadvantage
of ICRH is the difficulty of injecting the electromagnetic wave into the plasma. This is more difficult than for
ECRH, and it asks a lot of the engineers who design the
ICRH wave injectors.
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Hot-particle injection

For our second heating method, we look at hot-particle
injection. In short: we insert particles in the plasma that
are at a higher temperature. This may seem funny, because how do we get the inserted particles hot enough?
To answer this, it is important that we reconsider what
we think of as temperature. Physically seen, the temperature of a gas is linked to the kinetic energy of the
particles. Remember, kinetic energy is the energy stored
in the motion of a particle: a fast-moving particle has a
higher kinetic energy than a slow-moving particle of the
same mass. However, the particles in a gas do not all
have exactly the same velocity: some are slow, some are
fast. Therefore, it is easier to think of the average kinetic
energy of all particles in the gas. Of course, we can then
define an average velocity that corresponds with this average kinetic energy. Plasma physics gives us this average velocity of a particle in a plasma as

with kB = 1.38×10-23 J/K the Boltzmann constant, and m
the mass of the particle. In additional exercise 3.4, we
will calculate some of these velocities, to get a feeling
for the huge numbers we are working with.
Long story short, for plasma physics, it is the same to
refer to the average particle velocity or its temperature.
We are thus looking for particles with high velocities,
that can raise the average particle velocity in the plasma.
In nuclear fusion, neutral-beam injection (NBI) is used, a
technique to obtain high-velocity particles. The following steps are used in this technique (see the schematic
in figure 3.6).

(1) A low-density gas is ionised, by common methods in
plasma science (see additional exercise 3.4).

(2) The ions (which are positive) are accelerated by an

electrostatic potential, which is created using an electrical grid and a voltage source.
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(3) The ions, now with a high velocity, are neutralised.

We neutralise the ions, because we want the particles
to reach the centre of the plasma. Neutral particles are
not affected by the magnetic field, and can simply travel
straight into the plasma centre. If the particles are not
neutralised, they are already caught in the outer parts of
the tokamak's magnetic field, near the reactor wall. This
is undesirable, as it does not lead to an increased heat in
the plasma centre, and it may damage the reactor wall.

(4) The neutralisation step does not work perfectly: some
ions are not neutralised. These non-neutralised ions are
deflected to a so-called ion dump by using magnets. The
neutralised particles will not be deflected by these magnets, and go straight on, into the fusion plasma.

(1)
ionisation

low-density
neutral gas

e-

ion+
+

+

(2)
ion acceleration

fast neutral particles
to fusion plasma

+

+
+

(4)
ion deflection
magnets

+

+
+

(3)
neutralisation

+
+

+

+
+

free electrons

+
+

magnets
+

ion dump

Figure 3.6. Principle of neutral-beam injection (NBI).

By using NBI, it is thus possible to inject hot particles
into the plasma. If the injected particles are hotter than
the plasma particles, the plasma gets heated. When the
injected particles reach the core of the plasma, they get
ionised, and are not distinguishable from the original
plasma particles anymore. We must be careful to not use
too-hot particles in NBI. If the inserted neutral particles
are too hot, they will not get ionised by the plasma, and
will thus not be confined in the magnetic field of the
tokamak. The inserted particles will then go through the
plasma, hit the opposite wall, and damage the reactor.
These particles will thus also not provide energy to the
plasma, so it is not very energy efficient either.
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Using NBI to heat the plasma has some advantages.
Firstly, besides heating, we also fuel the plasma at the
same time (as we inject deuterium and tritium). Secondly, by inserting the particles in the tokamak, the entire
plasma starts to spin around the tokamak, in the toroidal direction. This is comparable with a bucket of water,
into which we insert more water using a hose. Hold the
hose along the edge of the bucket, and the water starts
to spin around. The spinning of the plasma is used to
mitigate the effects of instabilities.
Unfortunately, NBI also has some disadvantages. For instance, an NBI device is in general a very large and expensive machine. Furthermore, the efficiency of the neutralisation (how many particles are neutralised in step
(3) of figure 3.6) is quite low, around 2-5%. This means
that a lot of fast ions are going to the ion dump, and we
waste energy in accelerating all these dumped ions. A
possible way to increase the neutralisation efficiency is
by creating negative ions in step (1) The efficiency can
then be higher than 60%, a huge improvement! Scientists
are busy creating NBI sources that can work with these
negative ions, which is very challenging.

Ohmic heating

Our third and last method for heating the plasma is
ohmic heating. As mentioned, a resistive conductor heats
up when it carries a current. Our plasma is not a solid
conductor, but it can still carry a current! By the very
nature of the plasma, it contains free charges, which
are accelerated in an electric field. The task at hand is
thus to create an electric field, in such a direction that it
keeps accelerating the plasma particles.
The round shape of a tokamak reactor is very convenient to accelerate the particles. Hence, an electric field is
required in the toroidal direction. The central solenoid
of the tokamak is used to create this electric field and
drive the plasma current, as discussed in module 1. This
electric field needs not be large. It is enough to have an
electric field of a couple of millivolts per meter (mV/m).
However, there is a problem that accompanies ohmic heating: the resistance of the plasma decreases for
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increasing temperatures. This strange dependence is a

result of the behaviour of the plasma, and it means that
the power generated by ohmic heating (P = I 2R) decreases once we get to higher temperatures. When we
get to high temperatures, the power provided by ohmic
heating is lower than the power losses by conduction
and radiation (which increase for rising temperatures!).
Hence, the temperature will not increase anymore at
some point. In the theoretical case where we only heat
by ohmic heating, we will reach a maximum temperature. Unfortunately, this temperature is in the range
of 10-35 million °C. As discussed before, this is not
enough for our fusion plasma. We need to heat up to
60 million °C, and then the self-heating effect takes the
temperature up to 175 million °C. See the aside section
about alpha-particle heating.
Ohmic heating alone is thus not enough. Still, we need
the plasma current to create a stabilising helical magnetic field, as discussed in module 1. Hence, ohmic
heating will still happen and help us a bit to heat the
plasma.

Figure 3.7. A simple model
showing the power provided
by Ohmic heating, and the
power losses in the plasma.
At a temperature of around
30-40 million °C, the losses
are larger than the power generation. This means that the
temperature does not increase beyond this point.
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2
(1) Newly produced alpha
particles are much hotter than
the fuel. (2) If they stay inside
the plasma for long enough,
alpha particles can heat up
the rest of the fuel. This is
called self-heating.

1
Alpha-particle heating
Let’s take a step back, and look at our deuterium-tritium fusion reaction. Two particles are formed in this
reaction: a neutron and a helium nucleus (also called an
alpha particle). The neutron is neutral, which means it is
not captured by the magnetic field. The neutron hits the
wall, and we harvest this energy.
On the other hand, the alpha particle is charged, gets
captured by the magnetic field, and remains within the
plasma for some time. It is an energetic particle, with
a kinetic energy higher than most of the other plasma
particles. By staying in the plasma for some time, the
particle has the time to collide with other plasma particles, thereby transferring its energy to these less-energetic particles. In this way, the alpha particles help to
heat the plasma. As the alpha particles originate from
the fusion reaction, the plasma is said to be self-heating,
or burning.

ASIDE

In fact, this self-heating effect is so strong, that it significantly lowers the temperature to which we actively
need to heat the plasma. Instead of heating to the previously-mentioned 175 million °C, we only need to heat
to 60 million °C. At this temperature, enough fusion
reactions take place such that the self-heating effect
starts, and the plasma brings itself up to the requested temperature of 175 million °C. Due to other effects,
which we do not discuss here, the self-heating effect
does not let the temperature exceed 175 million °C. The
self-heating plasma stabilises at this temperature.
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3.3

Measuring plasma
temperature
We have discussed the actuators used for the plasma
temperature. Now it is time to look at sensors in order
to finalise our control loop of the plasma temperature.
First, we are going to look at some general properties of
measurements. Next, we will discuss a technique used to
sense the plasma temperature.
The part of science that is dealing with sensors and
interpreting measurements, is called diagnostics. This
makes sense, as we are trying to diagnose some physical
quantity. As discussed in the beginning of this module,
we use a sensor (a measurement device) to take measurements of some physical quantity.

Terminology

Before we discuss any diagnostic methods, it is important to introduce the terminology used in diagnostics.
Firstly, it is good to realise that we make use of diagnostic techniques that are redundant, and complementary.
Redundancy here means that we use multiple techniques
to measure the same physical quantity on the same
range. In this way, we can detect systematic errors in
our measurements. It may also be that one technique is
very fast (many measurements per second), while some
other is slower but more accurate (the measurement is
more likely to be true). Complementarity here means
that we use multiple techniques to measure one physical quantity over a large range. The plasma temperature, for example, ranges from almost 10 thousand °C to
200 million °C. There is no measurement device that can
measure (accurately) over this entire range. We might
use two techniques, for example: one measures from 10
thousand °C up to 100 thousand °C, and the other measures from 100 thousand °C up to 200 million °C.
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Secondly, we divide diagnostic techniques into two categories: passive diagnostics, and active diagnostics
(see figure 3.8). In an active diagnostic, we measure the
physical quantity by inserting something into the plasma
and monitoring its response. We can either (1) insert
electromagnetic waves, to which the plasma responds by
sending out its own waves; or (2) insert neutral particles,
which will partly become excited by the plasma. The
excited particles radiate light according to an emission
spectrum, which is known beforehand. In a passive diagnostic, we measure the physical quantity without doing
something to the plasma, the physical quantity is notable by a naturally-occurring phenomenon.
In fusion, we use both active and passive diagnostics.

Figure 3.8. Distinction between diagnostics based on actively emitted waves or particles (left), and passively emitted waves or particles (right).

Lastly, it is important to introduce the difference between global and local measurements (see figure 3.9). A
global measurement is a measurement that gives a single
value for the physical quantity. For example, measuring a “room temperature of 21 °C” is a statement about
the entire room, it is a global measurement. Meanwhile,
a local measurement is a measurement that gives multiple values for the physical quantity, placed through
the space where it is being measured. For example, the
temperature is actually varying throughout the room.
This is most notable next to an oven, or next to an open
window in winter. If we take multiple measurements
throughout this room, we can construct a temperature
profile, which is a map showing our local measurements.
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Classroom Exercise 3.3
Are the the following diagnostics examples of active or passive diagnostics?

(a) Temperature measurement of a room by one mercury thermometer.
(b) Speed measurement of a car by applying an infrared laser as the car drives by,
and calculating the speed from the observed Doppler shift.

(c) Speed measurement of a car by applying a small magnet to the wheels, and

counting the number of times it passes per minute. The speed is calculated from
this count, and the known circumference of the wheel.

In fusion, we make use of both global and local measurements. For advanced control purposes, we often
require local measurements that have a sufficiently fine
resolution. This means we have many measurements
throughout the plasma, which gives a detailed profile.

Figure 3.9 Distinction between diagnostics based on global (left) and local (right) measurements.

Temperature measurement

For the measurement of the plasma temperature, it is
good to note that we have a very hot plasma. We cannot
simply put a thermometer in it, as it would be destroyed
quickly. (In fact, the thermometer contains many more
particles than the entire plasma, which has a low particle
density. Putting the thermometer in the plasma will effectively cool the plasma down so much, that the fusion
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reactions stop.) The plasma temperature measurements
rely on particles coming out of the plasma, or rely on
electromagnetic waves coming out of the plasma. In this
section, we consider am important diagnostic to measure the plasma temperature, which is based on electromagnetic waves coming out of the plasma.
Before we do so, it is important to discuss the distinction
we make between the "ion temperature", and the "electron temperature". It is in fact the case that the different
particle species in our plasma have different temperatures. We have many particle species: deuterium ions,
tritium ions, electrons, neutrals near the plasma edge
(where it is cooler, and neutrals can exist), and many
more. For all of these species, we identify different temperatures, velocities, and densities.
An important diagnostic to measure the electron temperature is the electron cyclotron emission (ECE) diagnostic. This is a passive and local diagnostic, which is
based on the emission of electromagnetic waves out of
the plasma. The emission arises due to the gyromotion
(remember: the circular motion of the electrons around
the magnetic field lines, also called “cyclotron motion”).
The emission passes through the plasma, and is detected through a small window in the wall of the tokamak.
Plasma physics tells us that the emission strength depends on the electron temperature, so once we calibrate
our diagnostic device, we can use this radiation as a
temperature measurement. To "calibrate" a diagnostic

B

Figure 3.10. Two electrons gyrate around the
magnetic field B. The plasma is hotter in the centre than it is at the edge. Hence, the upper electron
emits stronger radiation. By looking through the
windows, we can measure the temperature at these two places in the plasma.

hot plasma

cooler plasma
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ASIDE

Cyclotron emission
Why does a gyrating electron emit radiation? To answer
this, we look at the theory of electromagnetics. This tells
us that an accelerating charged particle radiates electromagnetic waves. A gyrating electron is in fact constantly
accelerating. Its acceleration points in the direction of
the Lorentz force, which only changes the direction of
the electron, and not its velocity. But it is an accelerating
particle nonetheless, and a gyrating electron thus radiates electromagnetic waves. Hence the name electron
cyclotron emission.

device, means to assign absolute numbers to our measurements. For example, the temperature indications on
the glass of a mercury thermometer provide absolute
values to the measured temperature.
Long story short, by measuring the naturally-occurring
cyclotron radiation of the electrons in the plasma, we
can tell what their temperature is. This is the ECE diagnostic, shown schematically in figure 3.10. In a typical
fusion device, the emission has a frequency on the order
of 100 GHz.
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3.4

Conclusion
In this module, we have seen what control loops are, and
which components they consist of: a physical quantity,
reference, controller, actuator, and sensor. By focussing
on temperature, we have seen how controllers can work
in a simple way (and we explored advanced techniques
in additional exercise 3.2).
We have seen that there are three methods for heating
the plasma, which are used as actuators to control the
plasma temperature. Wave-particle interaction, neutral-beam injection, and ohmic heating have all been
explored.
Regarding the sensors for the plasma temperature, we
have looked at one important diagnostic. Electron cyclotron emission provides a wave-based, passive, and local
measurement of the plasma temperature.
With this knowledge, we have delved into the scientific
area of plasma control, which is an essential topic for
nuclear fusion.

Other plasma parameters

So far in this module, we have only considered the plasma temperature, to show the applicability of a control
loop to our fusion plasma. The temperature is an important plasma parameter, but it is definitely not the only
parameter of importance! Other plasma parameters that
are important are: particle densities, particle velocities,
pressure, electrical current, electric and magnetic fields,
plasma energy, and various sources of electromagnetic
waves.
In general, all of these parameters vary over time, and
they vary throughout the plasma. It is thus important to
have measurements that are fast enough (for example, a
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measurement every millisecond), and have a good resolution (for example, we can take measurements in every
cubic decimetre, instead of only every cubic metre).
Just like we identified a control loop for the plasma temperature, we can also do this for all other parameters.
Each control loop then has its own controlling unit, reference, actuators, and diagnostic methods. However, the
plasma parameters influence each other inside the plasma. The control loops are thus not separable, and we
should create a control loop containing all parameters.
You can probably imagine that such a combined control
loop becomes very complicated, and that we need an
entire branch of science and technology for control at
this scale!
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3.5

Further reading
In this module, we have not treated the actuators and
diagnostics that are used to control the other plasma
parameters. These actuators include: pellet injection,
gas puffs, current drive techniques, and magnetic systems. The diagnostics include: spectroscopy, interferometry, polarimetry, reflectometry, Thomson scattering,
active particle beam diagnostics, and magnetic diagnostics. Interested in any of these? Check out these links.

Articles regarding the ITER project
https://www.iter.org/mach/heating about the three heating systems that will be used to heat the ITER plasma.

https://www.iter.org/mach/Diagnostics about the diag-

nostics used to take measurements of the ITER plasma.

https://www.iter.org/newsline/-/3297 links to a news
article about ITER's control system.

Videos regarding the ITER project
https://www.iter.org/news/videos/35 about the diagnostics of the ITER machine.

https://www.iter.org/news/videos/466 about the Con-

sorzio RFX (Italy) test facility of ITER's NBI device, showing how large these machines are.

https://www.iter.org/news/videos/47 about controlling
ELMs (a type of plasma instability) in the ITER machine.

Fusion glossary
https://www.euro-fusion.org/glossary/ about many of the
terms used in fusion, including those in this chapter.
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Colophon
Plasma control is the third of five
modules on nuclear fusion. They
teach about basic concepts in
nuclear fusion at the secondary
school level. All modules can be
found free of charge on the website of FuseNet, https://fusenet.eu.
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